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MATLAB’s Ax=b solvers of choice.
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This is how MATLAB solves a square linear system

These methods are between 35 and 75 years old

Why have they not changed?

https://www.mathworks.com/help/matlab/math/iterative-methods-for-linear-systems.html



Are these algorithms “optimal”?

CG
 
 

𝑨 is SPSD

O 𝜅 log Τ1 𝜀  Iterations

Computes 𝒙 → 𝑨𝒙

CG on 𝑨⊤𝑨𝒙 = 𝑨⊤𝒃
(or MINRES)

Arbitrary 𝑨

O 𝜅 log Τ1 𝜀  Iterations

Computes 𝒙 → 𝑨𝒙 and 𝒙 → 𝑨⊤𝒙

GMRES
     

Arbitrary 𝑨

𝑛 Iterations

Computes 𝒙 → 𝑨𝒙

In what way can we say these methods are “optimal”?

Are they optimal in a RandNLA world?
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• CG/MINRES/GMRES/… all have this shape
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View the matrix-vector product as our computational atom

𝒙 →  black box  →   𝑨𝒙

• This is the only way we interact with 𝑨

• CG/MINRES/GMRES/… all have this shape

Problem Statement

Given 𝑨 ∈ ℝ𝑛×𝑛, 𝒃 ∈ ℝ𝑛, 𝜀 > 0,                       return ෥𝒙 ∈ ℝ𝒏 s.t.

‖෥𝒙 − 𝑨−1𝒃‖2 ≤ 𝜀‖𝑨−1‖2‖𝒃‖2

• What is the fewest possible number of matrix-vector 

products needed to solve this for all cond 𝑨 ≤ 𝜅 ?

• Methods matching this have “optimal matvec complexity”



The best matrix-vector complexity known is 𝑶(𝜿 𝐥𝐨𝐠 Τ𝟏 𝜺)

Solving indefinite systems
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• Even with randomized methods?
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The best matrix-vector complexity known is 𝑶(𝜿 𝐥𝐨𝐠 Τ𝟏 𝜺)

• This hasn’t changed since the 1960s (left)

• Can we really not do better than CG on 𝑨⊤𝑨𝒙 = 𝑨⊤𝒃?

• Even with randomized methods?

Contribution 1: CG on the Normal Equations is Optimal

Theorem: Any (possibly randomized) algorithm that 

converges must compute ≳ 𝜅 log Τ1 𝜀 matvecs.

• Constants matches upper bound to a factor of 4!

• Randomness does not help!

• There are reasons to not run CG on the normal equations.

Solving indefinite systems

Shmuel Kaniel. “Estimates for Some Computational Techniques in Linear Algebra,” Math. Comp. 1966
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These methods assume we can 
compute 𝑨𝒙 and 𝑨⊤𝒙.

What if we can only do 𝑨𝒙?

Enter: Transpose-Free Numerical Linear Algebra
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Transpose-Free Methods

Some reasons why you don’t want to compute 𝒙 ↦ 𝑨𝒙

• It’s slower because of hardware

• It’s noisier when 𝑨⊤𝒙 is a gradient

• More reasons…

• But GMRES needs 𝑛 matvecs in the worst case! (left)

Contribution 2: GMRES is optimal (normal matrix, 𝜿 = 𝟏)

Theorem: Any (possibly randomized) algorithm that 

achieves 𝜀 ≤ 1

𝑛
 must use 𝑛 − 1 matvecs, even if 𝜅 = 1

• Randomness does not help!

• Machine precision isn’t possible! (if 𝑛 < 1016)

• This is worst case analysis: GMRES clearly works

“Example C” from Nachtigal et al. Transpose-free 
algorithms GMRES and CGS both need n matvecs.
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Key Implication Faster Ax=b solvers must do one of three things:

1. Measure complexity with something other than 𝜿

Randomized Nystrom Preconditioning, RandRAND

2. Do something instead of / in addition to matvecs

Sketch & Project Methods, Kaczmarz Methods

3. Change the goal (e.g. backwards error)

Randomized Nystrom Preconditioning, MINBER

Next: How to prove the theorems.

[Frangella et al ‘23, Balabanov et al ‘25, Derezinksi Rebrova ’24, Strohmer Vershynin ’09, Derezinski et al ’26]
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Warmup:      
Upper Bound

Why does MINRES/CGNR converge in O(𝜅 log Τ1 𝜀)?

Polynomial approximation

Let 𝒟𝜅 = −𝜅, −1 ∪ 1, 𝜅

There exists 𝑝 of degree 𝑡 with

1.  𝑡 ≤ 𝜅 log( Τ1 𝜀)

2. 𝑝 𝑥 −
1

𝑥
≤ 𝜀 for all 𝑥 ∈ 𝒟𝜅

So, with 𝑡 matvecs, we can compute 𝑝 𝐴 𝑏 ≈ 𝐴−1𝑏.

Idea: Flip this perspective into a lower bound!
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Condition number 𝜿 = 𝟏

• A matrix 𝑨 with 𝜅 = 1 is orthogonal.

• For orthogonal 𝑨, we have 𝑨−𝟏𝒃 = 𝑨⊤𝒃

• If 𝑏 = 𝑒1 then 𝑨−1𝒃 = first row of 𝑨

Equivalent Question for 𝜅 = 1:

How many matvecs 𝒙 → 𝑨𝒙 are

needed to approximate the first row of A? “Example C” from Nachtigal et al. Transpose-free algorithms GMRES 
and CGS both need n matvecs with 𝜅 = 1.
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Hidden Haar Theorem:

• Suppose 𝑨 is a uniformly (Haar) random orthogonal matrix

• Any algorithm that computes 𝑘 matvecs with 𝑨

• Without loss of generality, it just looks at the first 𝑘 columns

Implications

1. Since the first row of 𝑨 is a random unit vector in ℝ𝑛,

2. And WLOG you observe the first 𝑘 entries of that vector,

3. You cannot figure out what the rest of the vector is.

Conclusion

You cannot solve 𝑨𝒙 = 𝒃 with fewer than 𝑛 − 1 matvecs.
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